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Abstract—Safety-critical system domains such as critical infrastructures, aerospace, automotive, and industrial manufacturing
and control are becoming increasingly dependent on the use of distributed systems to achieve their functionality. These distributed
systems can contain many complex interactions among their constituent components. Despite extensive testing and verification of
individual components, security vulnerabilities resulting from unintended and unforeseen component interactions (so-called implicit
interactions) often remain undetected and can have an impact on
the safety, security, and reliability of a system. This paper presents
an approach for identifying and analyzing the existence and severity of implicit interactions in distributed systems. The approach is
based on the modeling framework known as communicating concurrent Kleene algebra (C2 KA). Experimental results confirm that
this approach can successfully identify and analyze dependencies
in system designs that would otherwise be very hard to find. More
broadly, the methods presented in this paper can help address the
growing need for rigorous and practical methods and techniques
for assuring the safe, secure, and reliable operation of distributed
systems in critical domains.
Index Terms—Assurance, communicating concurrent Kleene algebra (C2 KA), distributed systems, implicit interactions, modeling.

NOMENCLATURE
A. Acronyms and Abbreviations
C2 KA Communicating concurrent Kleene algebra.
CKA Concurrent Kleene Algebra.
B. Notations
K
CKA structure.
S
Stimulus structure.
≤K
Sub-behavior relation.
◦
Next behavior mapping.
λ
  Next stimulus mapping.
A → a Agent with name A and behavior a.
A
Set of agents.
Potential for direct communication via stimuli.
→S
Potential for direct communication via shared
→E
environments.
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Potential for communication.
Set of possible agent interactions.
Set of intended system interactions.
Longest common substring of p and q.
Length of interaction p.
Severity of interaction p.
Less severe relation.

I. INTRODUCTION AND MOTIVATION
ISTRIBUTED systems consisting of numerous interacting software and/or hardware components are commonplace in many of today’s critical systems, including critical infrastructures, industrial control systems, automobiles, airplanes,
and spacecraft. For example, a modern automobile can have
nearly 100 million lines of code distributed on 70 to 100
microprocessor-based electronic control units [2]. Due to the
importance of such systems, there is a growing need for assurance that the systems will operate as expected. Individual system
components are often subject to rigorous testing and verification to ensure that they perform their intended function. Despite
these efforts, it is often not guaranteed that the overall system
will always have its expected functionality once the components
are combined.
In distributed systems, a significant number of issues can
result from interactions among components that are satisfying
their requirements [3]. These issues are not prevented simply by
ensuring high reliability of individual components because the
root problem is not caused by the components themselves, but
rather by the overall system design. Methods that simply ensure
the reliability or correctness of the individual system components often have little or no impact on ensuring system-wide
safety or security. Vulnerabilities in distributed systems derive
from the complex, and often nonlinear, interactions among the
significant number of interconnected components. Normal system operation does not allow for the detection of these kinds
of interactions [4]. Furthermore, design techniques aimed at
addressing these vulnerabilities and issues, including redundancy and over-design, often overlook unwanted or unexpected
component interactions entirely and, in some cases, can even
contribute to the component interaction problem because they
often add to the complexity of the design [3]. Recognizing
that modern systems do not operate in isolation reflects a need
for the development of detection and mitigation approaches
that capture the intricate relationships existing between system
components [5].
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It is possible, and rather simple, to build systems with behaviors that can be hard to understand or predict [3]. This reflects the
importance of component interactions that may be unfamiliar,
unplanned, or unexpected, and either not visible or not immediately comprehensible by the system designers [6]. These kinds
of complex interactions are referred to as implicit interactions,
encompassing the means by which components in a system can
be potentially influenced by other components in the system. In
the literature, these kinds of interactions have also been referred
to as hidden interactions. However, because it is not necessarily
the case that these kinds of interactions are intentionally hidden
from the view of system designers or operators, and because
they are not part of the explicit system design, we refer to them
as implicit interactions. The existence of implicit interactions
can indicate unforeseen flaws in the design of a system allowing
for these kinds of interactions to be present. Further, an implicit
interaction constitutes a linkage within a system of which designers are generally unaware, and that, therefore, can constitute
a security vulnerability. These vulnerabilities can be exploited
to mount a cyberattack at a later time if a user can gain access to
the component from which the implicit interaction originates.
In turn, this can have severe consequences in terms of the safety,
security, and reliability of the system. It is far too often the case
that these kinds of implicit interactions are only made visible
or known when a system experiences some kind of attack or
failure. Therefore, this notion of implicit interactions must be
carefully managed to have systems that operate as intended, and
that are resilient to cyberattacks and failures.
As the complexity of modern computer systems and networks
continues to increase, assuring the safety, security, and reliability of distributed systems remains among the top priorities for
governments and providers of communications, financial, electric, and other services (e.g., [7], [8]). There is an increasingly
important need, particularly in light of the growth in complexity of distributed systems in critical infrastructure and other
sectors, for the development of rigorous and practical methods
and tools for determining whether such systems are protected
from cyberthreats [7]. Moreover, formal verification and analytic tools are critical to building systems with improved security and safety assurance [8]. Achieving this goal requires
the ability to detect undesirable interactions among system
components [9].
In an effort to address this challenge, we present an approach
for identifying and analyzing the existence and severity of implicit interactions in distributed systems. This work helps to
develop an understanding of how and why implicit interactions
can exist in distributed systems. Additionally, it aids in identifying deficiencies in important existing system components,
allowing for better assessment of the risks being taken by using
such components in critical systems. The presented approach
is based on the specification and analysis of the communication among system components using the modeling framework
C2 KA [10], [11]. The approach presented in this paper aims to
provide a new and systematic way of addressing the threat posed
by implicit interactions, and it takes a step towards assuring the
safe, secure, and reliable operation of distributed systems at
early stages in their development.
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The rest of this paper is organized as follows. Section II
discusses the related work and compares and contrasts our contributions with the existing literature. Section III provides the
necessary preliminary knowledge. Section IV outlines the specification of distributed systems using the C2 KA modeling framework and an illustrative example. Section V details the proposed
approach for identifying implicit interactions. Section VI provides a technique for analyzing identified implicit interactions
to classify and measure their severity. Section VII discusses the
proposed approach. Finally, Section VIII concludes and gives
the highlights of our future work.
II. RELATED WORK
There is a large body of existing work in the area of analyzing
component interactions in complex systems. In this section,
we compare and contrast existing formalisms and approaches
for modeling and analyzing component interactions, and we
differentiate our contributions from this existing literature.
A. Formalisms for Modeling Complex Distributed Systems
Many formalisms for modeling complex distributed systems
have been proposed in the literature. A significant proportion
of these formalisms have aimed to capture the communication,
concurrency, and dynamics of the components that comprise a
given system. Examples of these existing formalisms include the
Actor Model (e.g., [12]–[16]), process algebras (e.g., CCS [17],
CSP [18], ACP [19], and π-calculus [20]), architectural formal
modeling languages (e.g., AADL [21], EAST-ADL [22], and
SysML [23]), Petri nets [24], labelled transition systems [25],
action algebras [26]–[28], and Hoare et al.’s Concurrent Kleene
Algebra (CKA) [29], [30].
While each of the above mentioned formalisms and languages
have their merits, in this paper, we elect to use C2 KA [10], [11]
for modeling and specifying the behaviors of distributed systems. In order to be capable of specifying systems at various
levels of abstraction, we prefer a formalism that encompasses
the characteristics of both state-based and event-based models,
thereby providing a hybrid view of communication and concurrency. By contrast to C2 KA, other formalisms for capturing
the communication, concurrency, and dynamics of complex distributed systems do not directly, if at all, provide such a hybrid
view.
B. Noninterference Approaches
The study of noninterference [31] is closely related to the
issue of implicit interactions. When considering noninterference, a system is often modeled as a machine with inputs and
outputs, each classified as either low-level or high-level. A system is said to have the noninterference property if and only if
any sequence of low-level inputs will produce the same lowlevel outputs, regardless of what the high-level inputs are. This
means that, in a system with the noninterference property, the
behaviors of the low-level components of the system are not influenced by the behaviors of the high-level components. The examination of noninterference arose from the need to develop an
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understanding for why undesirable interactions among components in systems were possible [32].
A wide variety of approaches have been proposed for ensuring that systems satisfy noninterference properties (e.g., [31],
[33]–[37]). While the study of noninterference can help to understand why undesirable component interactions may exist in
complex systems, there is a cost for characterizing system cybersecurity in terms of noninterference assertions [38]. This cost
is attributed to the relatively complicated induction required to
verify whether a noninterference policy is satisfied for a given
system. In contrast, we aim to develop an approach that is primarily concerned with examining the influence of systems and
components on one another through their communication.
C. Information Flow Analysis
One of the most prominent approaches for studying the interactions of components in complex distributed systems and
networks has been information flow analysis [39]. Numerous approaches based on the study of information flow have been proposed including those by Denning [40], McDermid and Shi [41],
and Shaffer et al. [42]. Other approaches targeted the specification and analysis of information flow security requirements
using various formalisms such as state machines (e.g., [43]),
Petri nets (e.g., [44]), process algebras (e.g., [39], [45]), typing
systems (e.g., [46]–[49]), as well as with axiomatic approaches
(e.g., [50], [51]).
Information flow analyses often attempt to express all of the
possible ways in which information can be composed using
fine-grained views of a system. These kinds of analyses are also
typically conducted at later stages in software and system development, such as the implementation stage. For example, typing
systems are capable of analyzing information flows within program code, but not at an earlier stage of development. Instead,
we target an approach that can identify implicit interactions at
much earlier stages in system development. A similar idea has
been carried out by Alghathbar et al. [52] with the proposal of
FlowUML, which aimed at detecting information flow violations at earlier stages of system development.
D. Other Approaches for Studying System and Component
Interactions
A number of approaches for studying the interactions of systems and their components have been proposed using a variety
of formalisms, methods, and techniques. For example, the problem of undesired component interactions has been well documented in the areas of hazard analysis and system safety with
the development of procedures for identifying potential failure
modes and events in critical systems (e.g., [3], [53], [54]). Similarly, a variety of risk formulations and analysis approaches for
critical systems have been proposed, including those based on
network analysis and fault trees (e.g., [55]), anomaly detection (e.g., [56]), and through the examination of access control
mechanisms (e.g., [57]). However, probabilistic risk assessments typically place an emphasis on identifying and dealing
with failure events, with design errors only being considered
indirectly through the probability of the failure event. Problems
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resulting from unwanted or unexpected component interactions
and systemic factors are typically not considered.
As an alternative, a large proportion of existing work has
aimed to provide formal analysis and verification of concurrent
systems (e.g., [58]–[61]), as well as the formal verification of
dynamic and parametrized systems and networks (e.g., [62]–
[65]). These publications have laid important groundwork for
approaches aimed at providing assurances that systems operate as expected as they continue to grow in size and complexity.
Similarly, recent work aiming to formally identify risks and provide solutions for safely managing the complexity in the design
and operation of flight-critical systems using a category theoretical approach has been proposed [66]. However, much of this
work does not explicitly focus on addressing the issue of implicit interactions at the design stage of system development. In
contrast, in this paper, we provide an approach that examines the
interactions of components in distributed systems by analyzing
the potential communication paths that arise from the system design and specification using an alternative modeling framework.
While many formalisms and approaches aiming to discuss
and address issues related to implicit interactions exist, we propose an alternative approach meant to aid the designers of distributed systems in systematically assessing their designs by
helping to identify potential vulnerabilities and risks at early
stages of system development. This work aims to provide a
different and complementary perspective for studying the interactions of systems and their components than what is offered by
existing approaches and formalisms.
III. PRELIMINARIES
A. Communicating Concurrent Kleene Algebra
C2 KA [10], [11] is an algebraic framework for capturing the
concurrent and communicating behavior of agents1 in a distributed multiagent system. C2 KA extends the algebraic model
of CKA, first proposed by Hoare et al. [29], [30], to provide the
capability to model open systems by allowing for the separation
of communicating and concurrent behavior in a system and its
environment and for the expression of the influence of stimuli
on agent behaviors.
A C2 KA is a mathematical system consisting of two semimodules which describe how a stimulus structure S and a CKA
K mutually act upon one another to characterize the response
invoked by a stimulus on an agent behavior as a next
 behavior
and a next stimulus. The left S-semimodule S K, + describes
how the stimulus structure S acts upon the CKA K via the
next behavior mapping ◦ and the right K-semimodule SK , ⊕
describes how the CKA K acts upon the stimulus structure S
via the next stimulus mapping λ. We refer the reader to the Appendix for a summary of the algebraic structures mentioned in
this discussion.
Formally, a C2 KA is defined as shown in Definition 1.
1 Throughout this paper, we use the term agent in the sense used by Milner [67]
to refer to any system, component, or process whose behavior consists of discrete
 
actions. When speaking of agents and agent behaviors, we write A → a to
indicate that A is the name given to the agent and a ∈ K is the agent behavior
(see Definition 1).
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Definition 1 (C2 KA – e.g., [11]): A C2 KA is a system (S, K), where S = S, ⊕, , d, n is a stimulus structure
and K = (K, +, ∗, ; , ∗ , ; , 0, 1) is a CKA such that S K, +
is a unitary and zero-preserving
 leftS-semimodule with mapping ◦ : S × K → K and SK , ⊕ is a unitary and zeropreserving right K-semimodule with mapping λ : S × K → S,
and where the following axioms are satisfied for all a, b, c ∈ K
and s, t ∈ S:


1) s ◦ (a; b) = (s ◦ a); λ(s, a)
 ◦b ;

2) a ≤K c ∨ b = 1∨ (s ◦ a); λ(s, c) ◦ b = 0;
3) λ(s t, a) = λ s, (t ◦ a)
λ(t, a);
4) s = d ∨ s ◦ 1 = 1;
5) a = 0 ∨ λ(n, a) = n.

C2 KA offers three levels of specification with which we can
specify a distributed multiagent system. Depending on which
level of specification we are working at, the model can be viewed
as either event-based or state-based. This gives flexibility in
allowing us to choose which level is most suitable for the given
problem. The stimulus-response specification of agents gives the
specification of the next behavior and next stimulus mappings
for each agent in the system. The abstract behavior specification
specifies each agent behavior as a CKA term. The concrete
behavior specification provides the state-level specification of
each agent behavior. At this level, the concrete programs for
each of the CKA terms which specify each agent behavior are
given using any suitable programming or specification language.
B. Potential for Communication
Distributed systems contain a significant number of interactions among their constituent agents. Any interaction, direct or
indirect, of an agent with its neighboring agents can be understood as a communication [67]. Therefore, any potential for
communication between two system agents can be characterized by the existence of a communication path allowing for the
transfer of data or control from one agent to another. In this
paper, we examine the influence of system agents on each other
through their potential for communication. The study of agent
influence allows for the determination of the overall structure
of the distributed system of which the agents comprise. A full
treatment of the potential for communication within distributed
multiagent systems specified using C2 KA has been given in [11]
and [68] and is highlighted below.
Consider a distributed system formed by a set A of agents
with A, B ∈ A, such that A = B. Communication via stimuli
from agent A to agent B is said to have taken place only when
a stimulus generated by A influences (i.e., causes an observable
change in, directly or indirectly) the behavior of B. Note that it
is possible that more than one agent is influenced by the generation of the same stimulus by another
agent in the system.
 
Formally, we say that agent A → a has the potential
  for direct communication via stimuli
 with agent B → b (denoted
if
and
only
if
∃
s, t | s, t ∈ Sb ∧ t ≤S λ(s, a) :
by A→S B)

t ◦ b = b , where Sb is the set of all basic stimuli.2 Similarly,
2 A stimulus is called basic if it is indivisible with regard to the sequential
composition operator of a stimulus structure.
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we say that agent A has the potential for communication via
stimuli with agent B using at most n basic stimuli (denoted
by A→nS B) if and only if ∃ C | C ∈ A ∧ C = A ∧ C = B :

(n −1)
C ∧ C→S B . More generally, we say that agent A
A→S
has the potential for communication via stimuli with agent B
n
(denoted by A→+
S B) if and only if ∃ n | n ≥ 1 : A→S B .
When A→+
S B, there is a sequence of stimuli of arbitrary length
which allows for the transfer of data or control from agent A to
agent B in the system.
Communication via shared environments from agent A to
agent B (denoted by A→+
E B) is said to have taken place only
when A has the ability to alter an element of the environment
that it shares with B, such that B is able to observe
 the
 alteration
that was made. Formally, we say that agent A → a has the potential for direct
  communication via shared environments with
agent B → b (denoted by A→E B) if and only if a R b, where R
is a given dependence relation (see Appendix). More generally,
agent A has the potential for communication via shared environ+
ments with agent B (denoted by A→+
E B) if and only if a R b,
+
where R is the transitive closure of the given dependence relation. This means that if two agents respect the given dependence
relation, then there is a potential for communication via shared
environments. For the purpose of this paper, the dependence
relation R is generated as a definition-reference relation between program variables in the concrete behavior specifications
of agents.
By combining the definitions of potential for communication via stimuli and via shared environments, a formulation
of the potential for communication between two agents is obtained. Agent A is said to have the potential for direct communication with agent B (denoted by A  B) if and only
if A→S B ∨ A→E B. Moreover, agent A is said to have the poten+
tial for communication with
 agent B (denoted by A  +B) if
and only if A  B ∨ ∃ C | C ∈ A : A  C ∧ C  B .
For a given distributed system, if there exists a sequence of
agents, starting with an agent A and ending with an agent B,
that have the potential for direct communication either via stimuli or via shared environments, then agent A has the potential
for communication with agent B.
This notion of the potential for communication between
agents in a distributed system will be used to formulate the
existence of implicit interactions in Section V.
C. Network and Graph Concepts
Let A be a set of agents. A communication graph is a directed
graph G = (A, E), where E ⊆ A × A, and (A, B) ∈ E indicates that agent A can directly communicate with agent B [69].
Throughout this paper, we consider communication graphs with
two different kinds of edges, denoting potential for communication via stimuli and potential for communication via shared
environments.
In a graph, a walk is an alternating sequence of vertices
and connecting edges that may travel over any edge and any
vertex any number of times. In contrast, a path is a walk
that does not include any vertex more than once, except in
the case that the path begins and ends on the same vertex.
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Collaboration diagram depicting the expected communication for the manufacturing cell control system.

Throughout the remainder of this paper, we represent walks
and paths of a communication graph as sequences of agents in
the following form: A1 →X 1 A2 →X 2 , . . . , →X k −1 Ak , where
for all 1 ≤ i < k, Xi ∈ {S, E}, such that →S denotes potential for direct communication via stimuli and →E denotes
potential for direct communication via shared environments.
The length of a path (or walk) p of the form described above
(denoted |p|) is counted by the number of direct communications of which it is comprised (i.e., |p| = k − 1). A subpath of a path (or walk) p = A1 →X 1 A2 →X 2 , . . . , →X k −1 Ak
is a contiguous subsequence of its vertices and edges. This
is to say, that for any i, j such that 1 ≤ i ≤ j ≤ k, the path
(or walk) q = Ai →X i Ai+1 →X i + 1 · · · →X j −1 Aj is a subpath
of p.
It is well known in graph theory that every walk from a
vertex u to a vertex v contains a path from u to v [70]. This
important attribute will be used in Section V to identify and
characterize the possible interactions that exist among agents in
a given distributed multiagent system.
D. Tool Support
In order to support the automated analysis of distributed
multiagent systems specified using C2 KA for the existence
of implicit interactions, we use the C2 KA prototype tool
described in [11]. The tool is implemented using the functional
programming language Haskell and makes use of the Maude
term rewriting system [71]. It admits the specification of agent
behaviors using C2 KA and automatically provides a list of all
potential communication paths between each pair of agents in
a given system. For the purpose of this paper, the tool has been
extended to provide the additional capabilities of automatically
providing a list of the identified implicit interactions in the
given system along with a measure of the severity of each. The
usage of the extended prototype tool for automating the analysis
and verification of the existence of implicit interactions will be

demonstrated and discussed throughout the remainder of this
paper.
IV. MODELING SYSTEMS USING C2 KA
In order to analyze a given system for the presence of implicit
interactions, we first need a suitable model of the system. For
this, we use the C2 KA modeling framework.
A. Illustrative Example: Manufacturing Cell
To illustrate the proposed approach for identifying and analyzing implicit interactions in distributed multiagent systems,
we consider an example of a distributed manufacturing cell
control system, adapted for illustration from [72], consisting
of four primary agents (components): Control Agent C, Storage Agent S, Handling Agent H, and Processing Agent P. The
Control Agent C is responsible for coordinating the activities of
the other agents in the system, and for maintaining the overall
system state. The Storage Agent S is responsible for storing materials required for the manufacturing assembly, and for maintaining a record of its empty/full status. The Handling Agent H
is responsible for moving the materials from storage so that
they can be processed, and for recording the readiness of the
material for processing. Finally, the Processing Agent P is responsible for processing the material to its manufactured state.
The operation of the manufacturing cell control system can be
visualized as shown in the collaboration diagram given in Fig. 1,
where the solid arrows denote message-passing communication
(i.e., communication via stimuli) and the dashed arrows denote
shared variable communication (i.e., communication via shared
environments).
When the system is ready to begin manufacturing, a start
event is triggered. C begins the manufacturing process by sending a load request to S, which responds by entering its loaded
behavior (FULL) and by assigning the shared variable status
the value 1. When the loading is complete, S broadcasts a loaded
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message. C responds by transitioning to its preparation behavior (PREP) which assigns the shared variable state the value 1
to indicate the system is in the preparing state. It also sends
a prepare request. H responds by transitioning to its moving behavior (MOVE) which verifies that the material storage is
loaded (i.e., by checking that status = 1) before assigning
the shared variable material the value 1 to indicate that the
material is ready to be processed. If the material storage is not
loaded, then material is assigned the value 0. H also sends
an unload request to S, which responds by entering its unloaded
behavior (EMPTY) and by assigning status the value 0. After
unloading, S broadcasts an unloaded message that causes C to
transition to its initializing behavior (INIT) which assigns state
the value 2 to indicate the system is in the initializing state, and
a setup event is issued. P responds by entering its setup behavior
(SET) which ensures that the material is ready to be processed,
the system is in its initializing state, and the material storage
is empty. If the condition is satisfied, then the shared variable
ready is assigned the value 1 to indicate that the system is
set for processing; otherwise, ready is assigned the value 0. P
then sends a ready message which causes H to transition to its
waiting behavior (WAIT) and to send a process event. Both P
and C respond by moving to their working (WORK) and processing (PROC) behaviors, respectively. The working behavior of P
verifies that the material is ready for processing (i.e., by checking that material = 1) before executing the PROCESS()
procedure. If the material is not ready for processing, then P
does not process the part (i.e., part is null). The processing
behavior of C assigns state the value 3 to indicate the system is in the processing state. When C is finished processing,
it issues a done message that causes P to return to its standby
behavior (STBY). Similarly, once P is finished working, it issues
a processed event that causes C to return to its idle behavior
(IDLE) which assigns state the value 0 to indicate the system is
in the idle state. C then sends an end message that may indicate
to other systems connected to this manufacturing cell that the
manufacturing process has been completed. In this way, the end
message may act as the stimulus that initiates the behavior of
some other system in the manufacturing assembly plant. At this
point, the control system awaits another start event to begin the
manufacturing process again.
This distributed manufacturing cell control system will serve
as a running example throughout the remainder of this paper to
show how to use C2 KA to specify the system, and to demonstrate the proposed approach for identifying and analyzing the
existence and severity of implicit interactions. Although this
example is presented in the context of manufacturing, the analogous communication and dependencies are found in nearly all
distributed systems.
B. Motivation for the Use of C2 KA
Most complex distributed systems are open systems, meaning
that they participate in intensive communication and exchange
with their environment, which often includes other systems. For
example, many systems need input in terms of energy, resources,
information, etc., and as a result, the interactions between a
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system and its environment need to be carefully taken into account when modeling such systems [73]. C2 KA allows for the
separation of communicating and concurrent behavior in a system and its environment and for the expression of the influence
of stimuli on agent behaviors, thereby providing the capability
to model open systems.
Existing formalisms for capturing the concurrent and communicating behavior of agents do not directly, if at all, provide a
hybrid view of communication and concurrency encompassing
the characteristics of both state-based and event-based models.
Usually formalisms are either state-based or event-based. Even
with a formalism such as CKA [29], [30], which can be seen as
a hybrid model for concurrency, the notion of communication
is not directly captured. Communication can only be perceived
when programs are given in terms of the dependencies of shared
events, thereby requiring the instantiation of a low-level model
of programs and traces for CKA to define any sort of communication [74]. Instead, we wanted a way to specify communication
without the need to articulate the state-based system of each action (i.e., at a convenient abstract level).
Furthermore, other formalisms do not directly deal with describing how the behaviors of agents are influenced by stimuli
in a system. When considering open systems, stimuli are required to initiate agent behaviors. This is to say that agents in
an open system need an external influence from the world in
which they reside to begin their operation. Existing formalisms,
such as CKA and process calculi, deal primarily with closed
systems where there is no external influence on the behaviors of
agents and they do not directly, if at all, consider agent behaviors
in open systems. In contrast, C2 KA offers an algebraic setting
capable of capturing both the influence of stimuli on agent behavior as well as the communication and concurrency of agents
at the abstract algebraic level, thereby allowing it to capture the
dynamic behavior of complex distributed systems.
C. Specifying Agent Behavior Using C2 KA
When specifying a given distributed system using the C2 KA
framework, we first need to identify the set of agents that
exist in the system. This can often be guided by examining
the components that comprise the overall system to be specified. In our running example, we consider the manufacturing
cell control system formed by a set A consisting of the four
agents: {C, S, H, P}. Next, we need to identify the set of basic stimuli that can be introduced and the set of basic agent
behaviors for the system. These sets will be used to generate
the support sets of the stimulus structure S and the CKA K
that comprise the C2 KA to be used for the specification of the
system agents. Stimuli are abstract representations of messages
that can be exchanged among the system agent. Therefore, to
determine the set of basic stimuli, we need to consider what messages need to be passed from one agent to another to achieve
their desired functionality. This can often be extracted from the
system requirements and the message-passing communication
shown in the collaboration diagram in Fig. 1. With respect to the
system description provided in Section IV-A, the set S is generated using the operations of the stimulus structure S and the set
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Fig. 2. Abstract behavior specification of the manufacturing cell control system agents.

of basic stimuli {start, load, loaded, prepare, done, unload,
unloaded, setup, ready, process, processed, end, d, n}. Similarly, the set K is generated using the operations of the CKA K
and the set of basic behaviors {IDLE, PREP, INIT, PROC, EMPTY,
FULL, WAIT, MOVE, STBY, SET, WORK, 0, 1}. The identification
of the set of basic agent behaviors can often be made simpler
by considering the behavior of each agent one-by-one. Once
these sets have been identified, the C2 KA constructed from the
stimulus structure S and the CKA K captures all of the possible
stimuli and agent behaviors that can exist in the given system,
and the specification of each agent can be determined. This involves developing the three levels of specifications offered by
the C2 KA framework (see Section III-A). In practice, such an
activity will likely be done in consultation with domain experts
and system designers.
Using the C2 KA constructed above, the behavior of each system agent is abstractly represented as shown in Fig. 2. For example, the abstract behavior specification of the Control Agent C
shows that, at any given time, C can exhibit any one of the four
behaviors of idle, preparing, initializing, or processing. This is
reflected in the use of the nondeterministic choice operator +
from the CKA K in the term representing the behavior of the
Control Agent C. When modeling and specifying more complex
agent behaviors, the abstract behavior specification for agents
may include more complex CKA terms involving additional
CKA operators, such as ; or ∗, to indicate sequential or parallel
composition of behaviors from the CKA K, for example. In
this way, the expressiveness of the C2 KA framework allows for
the modeling and specification of agent behaviors within a wide
range of complexity.
The stimulus-response specification of agents specifies the
next behavior mapping ◦ and the next stimulus mapping λ for
each system agent and is derived from the system description. With respect to the system described in Section IV-A,
the stimulus-response specifications of the manufacturing cell
control system agents are compactly specified as shown in
Tables I–IV. In each table, the row header shows the possible
basic behaviors that the given agent can have in the system, and
the column header shows the basic stimuli to which the given
agent may be subjected in the system. These sets of behaviors
and stimuli are dictated by the CKA and the stimulus structure
of the considered C2 KA, respectively, as well as the abstract
behavior specification of each agent. Each table grid shows the
next behavior or next stimulus (respective to the operator shown
in the top left cell) that results when the stimulus in the column
header is applied to the behavior in the row header. Note that
together Tables I–IV define a single next behavior mapping ◦
and next stimulus mapping λ; however, separating the tables
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to show the stimulus-response specification for the behavior of
each agent aids in improving the readability and reviewability
of the specifications.
The concrete behavior specification of the system agents provides the state-level specification of each agent behavior (i.e.,
each program). For this purpose, we use a fragment of Dijkstra’s
guarded command language [75]. With respect to the system described in Section IV-A, the concrete behavior specifications of
the agent behaviors are specified as shown in Fig. 3.
Using the prototype tool (see Section III-D), we can provide
the specification of each agent in the manufacturing cell control
system example. This involves configuring the tool with the set
of system agents, the set of basic stimuli, and the set of basic
agent behaviors to define the stimulus structure and the CKA of
the C2 KA to be used for the specification. It also involves the
input of the stimulus-response specification, abstract behavior
specification, and concrete behavior specification for each agent
in the system. The tool then generates a representation of the
system specification using the Maude language. Once we have
the specification of the system generated by the prototype tool,
we can formally verify the existence of implicit interactions.
V. FORMULATING AND IDENTIFYING IMPLICIT INTERACTIONS
A. Intended System Interactions
Systems typically have intended sequences of communication and interaction among their constituent agents to coordinate their behaviors to perform their functions. In what follows,
let Pintended represent the set of intended interactions for a given
system. This set of intended interactions can be derived from
the system description and requirements explicitly provided by
the system designer. For example, this set may be represented
as a collaboration diagram, similar to that shown in Fig. 1, or
alternatively, as a message-passing or sequence diagram. This
articulation of the expected behavior and operation of the system
is typically part of any decent system engineering process.
Consider the example of the manufacturing cell control system described in Section IV-A. As mentioned above, the collaboration diagram given in Fig. 1 provides a representation of the
intended sequence of communication among the system agents
to perform the intended functionality of the manufacturing cell.
By extracting the possible sequences of communication from the
collaboration diagram (or similar notation), the intended system
interactions that comprise Pintended can be derived. For example,
the sequences depicted in Fig. 1 can be unravelled to identify the
sequence of control or data transferred among the system agents
as shown in Fig. 4, where the solid arrows denote communication via stimuli and the dashed arrows denote communication
via shared environments. Since some agents in the given system
respond to the same stimulus at the same time, the expansion
of the concurrent interaction of the its agents is captured by
branches in its execution trace. This concurrent interaction is
translated and embodied as a set of possible walks of the system’s underlying communication graph. In other words, the set
of intended system interactions provides a characterization of
the possible execution traces representing the interleavings of
the concurrent behaviors of the system agents. With respect to
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TABLE I
STIMULUS-RESPONSE SPECIFICATION OF THE CONTROL AGENT C

TABLE II
STIMULUS-RESPONSE SPECIFICATION OF THE STORAGE AGENT S

TABLE III
STIMULUS-RESPONSE SPECIFICATION OF THE HANDLING AGENT H

TABLE IV
STIMULUS-RESPONSE SPECIFICATION OF THE PROCESSING AGENT P

Fig. 3.

Concrete behavior specification of the manufacturing cell control system agent behaviors.
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Fig. 4. Expected execution trace captured by Pintended for the manufacturing
cell control system.

Fig. 4, the set of intended interactions can be characterized by
the set of walks shown in Fig. 5.
We acknowledge that, in some cases, a complete specification or characterization of the set of intended system interactions may not be provided or easily derived. In such cases, it
may be possible to alternatively characterize the set of intended
system interactions as a collection of properties of the modeled
system. For example, we can have a property that expresses
that Agent A should not be
 communicate via stimuli
 able to
B
). However, characterizing
with agent B (formally ¬ A→+
S
the set of intended system interactions as a collection of properties requires that each property is carefully specified to ensure
that they are not overly restrictive or relaxed. It is also a challenge to ensure that the collection of properties does in fact
completely characterize the intended system interactions. For
this reason, we have elected to take a more systematic and
rigorous approach for characterizing the intended system interactions, despite that for reasonably large systems this set may
be quite large. We also note that the process of identifying
the set of intended system interactions that comprise Pintended
can be automated if we assume that we are given a specific
representation of the expected (designed) system behavior. Such
automation can help to alleviate the amount of manual effort required by system analysts in determining the set of intended
system interactions. This automation is expected as part of our
future work.
B. Formulating the Existence of Implicit Interactions
An implicit interaction is any potential for communication
in a system that is unfamiliar, unplanned, or unexpected, and
is either not visible or not immediately comprehensible by the
system designers. Implicit interactions are those potential communications that are not explicitly stated as part of the intended
system functionality. The existence of an implicit interaction in
a distributed system specified using C2 KA is formally defined
in Definition 2.
Definition 2 (Existence of Implicit Interactions): An
implicit interaction exists in a distributed system formed by a
set A of agents if and only if for any two agents A, B ∈ A
with A = B: ∃(p | p =⇒ (A + B) : ∀(q | q ∈ Pintended :
¬SubPath(p, q))), where SubPath(p, q) is a predicate
indicating that p is a subpath of q.

Definition 2 states that if there exists a path p indicating a
potential for communication from agent A to agent B, that is not
a subpath of any of the intended interactions characterized by
the set Pintended , then there exists at least one implicit interaction
in the system that is p.
The existence of implicit interactions in a distributed system
indicates that there is an aspect of the system design (whether

Fig. 5. Set of walks characterizing the intended system interactions for the
manufacturing cell control system.

accidental or intentional, innocuous or malicious) allowing for
this kind of interaction to be present. For example, the existence
of implicit interactions may be due to an accidental oversight
by the designers of a system. As mentioned previously, it is
often quite easy to build large and complex systems that are not
very well understood, even by those responsible for designing
and building such systems. Implicit interactions may manifest
in a system simply because its complexity leads to its designers being unable to comprehend all of the possible ways in
which the components may interact with each other. This situation becomes considerably more complicated when we also
consider the fact that there may be malicious actors specifically
designing system components in such a way, that they do not
begin to exhibit behaviors that are unintended or unexpected
until they are composed with other system components. With
a significant number of distributed systems in critical domains
depending on a large and growing array of suppliers of software
and hardware, such systems are becoming increasingly susceptible to intentionally compromised components introduced in
their supply chains. By formulating the existence of implicit
interactions in a distributed system using a mathematical framework, we can begin to better understand how and why implicit
interactions manifest themselves in a given system.
C. Identifying Implicit Interactions
The identification of the implicit interactions that are present
in a given system modeled using the C2 KA framework involves
the verification of whether each possible interaction in the given
system is an implicit interaction through the application of
Definition 2.
1) Determining Possible Agent Interactions: In order to
identify the implicit interactions in a given system modeled
using C2 KA, we first need to identify all of the possible interactions (communication paths) among each pair of agents by
performing an analysis of the potential for communication of
the given system specification. In essence, at this stage, we are
deriving the underlying communication graph from the C2 KA
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Fig. 6. Underlying communication graph derived from the specification of
the manufacturing cell control system.

specification of the given system. This is done with the help
of the prototype tool described in Section III-D. The prototype
tool automatically provides a list of all potential communication
paths between each pair of agents in a given system specified using C2 KA. For example, consider the specification of the manufacturing cell control system provided in Section IV-C. The
following program fragment shows the analysis of the potential
for communication (function pfc) from the Storage Agent S
(agentS) to the Processing Agent P (agentP) with respect
to the manufacturing cell control system specification (sys),
where the output is a pair indicating whether there is a potential
for communication from S to P (i.e., cond ⇐⇒ S + P)
and a list of all of the possible communication paths from S to
P (paths):
> let (cond, paths) = pfc sys agentS agentP
> print $ cond
True
> printPaths $ paths
S ->S C ->S H ->S P
S ->S C ->S H ->E P
S ->S C ->S P
S ->S C ->E P
S ->E H ->S C ->S P
S ->E H ->S C ->E P
S ->E H ->S P
S ->E H ->E P
S ->E P
From the results of the prototype tool, it is easy to see that
there are multiple interactions that allow the Storage Agent S
to influence the behavior of the Processing Agent P. A similar
analysis can be done for each other pair of agents in the given
system (see the Appendix for the output of the prototype tool
for the full system analysis). After completing this analysis, the
underlying communication graph can be derived as mentioned
above. The resulting communication graph for the manufacturing cell control system is shown in Fig. 6 where the solid edges
denote direct communication via stimuli and the dashed edges
denote direct communication via shared environments. The dotted edge from the Processing Agent P to the Storage Agent S
denotes indirect communication. Recall from Section III-B
that in a distributed system formed by a set A of agents, an
agent A has the potential
to indirectly communicate with agent B

if and only if ∃ C | C ∈ A : A  C ∧ C + B . This
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effectively means that if agent B is reachable from agent A in a
communication graph by traversing through at least one intermediate agent, then there is an indirect communication from A
to B. By this definition of indirect communication, Fig. 6 contains numerous other indirect communications. In fact, given
the communication graph depicted in Fig. 6, there is an indirect
communication between each pair of agents. However, because
there is no direct communication from the Processing Agent P
to the Storage Agent S, we use a dotted edge to denote that P
can only indirectly communicate with S.
Note that we are not identifying all of the possible walks
of the communication graph. Because a communication graph
may contain cycles, it is possible that there is an infinite number
of walks. While the proposed approach can also be applied to
identify whether a walk of a given length is implicit, we instead
use the fact that every walk of a graph contains a path, and
we reduce the problem space to studying the potential paths
in the communication graph. By identifying all of the possible
communication paths for a given system, any walk that can be
identified will contain at least one of those paths. This allows us
to study the ways in which one agent can influence the behavior
of another agent in the system without having redundant information about the potential for agents to influence an arbitrarily
long sequence of repeated intermediate agents.
Despite that the number of communication paths that may
exist in a large scale, real-world distributed system may be enormous, we conjecture that such an analysis is feasible with the
support of automated tools and parallel processing techniques.
The scalability of the proposed approach is discussed further in
Section VII.
2) Determining if a Possible Interaction is Implicit: Once
we have identified the possible interactions among each pair of
agents in the given system, we need to determine whether each
potential communication path is an implicit interaction. This is
done by verifying whether each interaction exists as a subpath
of any of the walks in Pintended through a direct application of
Definition 2.
Algorithmically, this verification is equivalent to a string
matching problem which aims to determine whether a string
can be found within another string (i.e., whether one string is a
substring of another). In the context of agent interactions, this
problem can be recast as determining whether a communication path is a subpath of another communication path (or walk).
Given two interactions p and q, algorithms such as Knuth–
Morris–Pratt, Boyer–Moore, or two-way string matching can
be adapted to identify whether p is a subpath of q with complexity O(|p| + |q|) (e.g., [76]).
To demonstrate the approach for identifying implicit interactions in a distributed multiagent system, consider the manufacturing cell control system example from Section IV-A, the
potential communication paths from the Storage Agent S to
the Processing Agent P shown in Section V-C1, and the set of
intended interactions Pintended as shown in Fig. 5. The following program fragment of the extended prototype tool shows the
identification of the implicit interactions (function findImplicit) from the Storage Agent S to the Processing Agent P
(set of possible paths from S to P: paths) with respect to the
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set of intended interactions (intended), where the output is a
list of the implicit interactions from S to P (implicit):
> let implicit = findImplicit paths intended
> printPaths $ implicit
S ->S C ->S H ->S P
S ->E H ->S C ->S P
S ->E H ->S C ->E P
S ->E H ->S P
With respect to the potential for communication from the
Storage Agent S to the Processing Agent P for the manufacturing cell control system, the extended prototype tool finds a
potential communication path denoted as S→S C→S H→E P. In
this case, it is easy to see that this communication path exists as
a subpath of one of the intended system interactions captured
by Pintended (see Fig. 5), meaning this communication path is
intended and expected as part of the system behavior. However, there also exists a potential communication path denoted
as S→E H→S P, which does not exist as a subpath of one of the
intended system interactions captured by Pintended . Therefore,
this path represents an implicit interaction.
This procedure can be repeated for each pair of agents to
obtain a full analysis of the given system. Additionally, or alternatively, it can be repeated for only those pairs of agents
for which there is interest in the analysis. This can provide a
way to reduce the problem space by ignoring the potential for
communication between agents for which there is no interest.
D. Experimental Results
After performing a full system analysis by analyzing each of
the potential communication paths between each pair of agents
in the illustrative example system, we found that 29 of the 65
total possible communication paths are not found as a subpath
of one of the intended system interactions in Pintended and are
therefore implicit interactions. Using the extended prototype
tool, the full system analysis can be performed in approximately
18 s running a machine with a 2.7 GHz Intel Core i5 processor
and 8 GB RAM. A summary of our experimental results is given
in Table V, and the detailed output of the extended prototype
tool can be found in the Appendix.
The existence of implicit interactions is possible due to the
potential for out-of-sequence stimuli to be issued, or out-ofsequence reads from and/or writes to shared variables by system agents. Such unexpected behavior could be a consequence
of agents experiencing failures or being subject to malicious
activity, for example. It is important to note that these implicit
interactions are not easily found without the use of the systematic analysis of the system based on its C2 KA specification.
For example, when examining the potential for communication from the Processing Agent P to the Storage Agent S, the
proposed approach finds a potential communication path denoted as P→S C→S S. Once again, it is easy to see that this
communication path does not exist as a subpath of one of the
intended system interactions in Pintended . This means that this
path represents an implicit interaction and indicates that the
Processing Agent P can indirectly influence the behavior of
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TABLE V
SUMMARY OF EXPERIMENTAL RESULTS FOR IDENTIFYING IMPLICIT
INTERACTIONS IN THE MANUFACTURING CELL CONTROL SYSTEM
Interaction
C +
C +
C +
H +
H +
H +
P +
P +
P +
S +
S +
S +
TOTAL

H
P
S
C
P
S
C
H
S
C
H
P

# Implicit Interactions

# Total Possible Paths

1
3
2
2
2
3
1
2
4
4
1
4

5
8
4
5
8
4
3
3
4
6
6
9

29

65

Storage Agent S, despite having no interaction (direct or indirect) with respect to the given the intended system behavior (see
Figs. 1 and 4). This is to say that P should not be able to influence the behavior of S because the system design has no need
for such interaction.
This illustrative example shows that, even for a small system, there is hidden complexity and coupling among agents that
can lead to the potential for unexpected system behaviors. We
note, however, that after having identified the presence of implicit interactions in a given system, each implicit interaction
should be validated to ensure that it is indeed an unwanted behavior, rather than merely an undocumented expected behavior.
Such validation can be done by incorporating system designers in the loop, for example. Furthermore, an investigation into
the potential severity of the identified implicit interactions can
be used as part of a validation process and is the subject of
Section VI.
VI. ANALYZING THE SEVERITY OF IDENTIFIED
IMPLICIT INTERACTIONS
The severity of an implicit interaction serves as a measure
to indicate the interactions that, if exploited in a malicious
manner, have the potential to most negatively impact the safety,
security, and/or reliability of the system in which they exist, and
that should be granted the highest priority for mitigation. We
outline a framework for measuring the severity of an implicit
interaction based on the idea of longest common substrings.
The longest common substring problem aims to find the longest
string that is a substring of two or more strings. By recasting
this problem in the context of agent interactions, we can find
the longest communication path that is a subpath of two or
more communication paths (or walks). Algorithms for finding
the longest common substring exist with complexity O(|p||q|)
using dynamic programming approaches (e.g., [76]).
A. Measuring the Severity of Possible Interactions
Let p and q be two interactions among agents in a given system. The length of the longest common substring between p
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and q, denoted |lcs p, q | gives a measure of the overlap
between p and q. This notion is an integral component of
the measure of the severity of an interaction as shown in
Definition 3.
Definition 3 (Severity Measure): Let p be a possible interaction in a given system with intended system interactions Pintended . The severity of p (denoted σ(p)) is calculated
as follows:

σ(p) = 1 − max

q ∈Pintended

 
|lcs p, q |
|p|

 
where lcs p, q denotes the longest common substring of interactions p and q.

Definition 3 shows how to compute the severity of a possible
interaction in a given system. The severity measure of a possible
interaction p is a numeric value σ(p), such that 0 ≤ σ(p) ≤ 1.
The severity measure can be interpreted as the relative nonoverlap between a possible interaction with the intended interactions
of a system. The examination of the relative nonoverlap of a possible interaction with an intended interaction provides a measure
of how much of the possible interaction is unexpected in the system. Intuitively, the less that a possible interaction overlaps with
the intended system interactions, the more unexpected that interaction is. In this way, a possible interaction with a high severity
measure indicates that the interaction can pose a higher threat
to the system in which it exists than an interaction with a low
severity measure.
Proposition 1: Let p be an interaction such that |p| > 0.
Then, p is not an implicit interaction if and only if σ(p) = 0.
Proof: The proof involves the recasting of Definition 2 in
the context of longest common substrings. It is straightforward
to see that for a possible interaction p in a given system, and
for the set of intended interactions Pintended , p is an implicit
interaction if and only if ∀(q | q ∈ Pintended : lcs(p, q) = p ),
where lcs(p, q) denotes the longest common substring (subpath)
of p and q. The proof also involves the application of Definition 3
)|
} = 1 ⇐⇒ ∃(q | q ∈
and the fact that maxq ∈Pintended { |lcs(p,q
|p|
Pintended : |lcs(p, q)| = |p| ). The detailed proof can be found
in the Appendix.

Corollary 1: Let p be an interaction such that |p| > 0.
Then, p is an implicit interaction if and only if σ(p) > 0.
Proof: The proof results from the application of Proposition 1. The detailed proof can be found in the Appendix.

Proposition 1 and Corollary 1 provide a connection between the notion of the severity of a possible interaction (see
Definition 3) and the notion of implicit interactions (see Definition 2). Any intended, or expected, interaction in a given
system has a severity measure of 0, and conversely any implicit interaction has a severity measure greater than 0. This
can be interpreted as meaning that intended interactions present
no (additional) threat to the system in terms of safety and/or
security, because they are known and expected by the system
designers and it is assumed that the designers are aware of any
risks inherently present with the behavior associated with these
interactions.

TABLE VI
EXPERIMENTAL RESULTS OF THE SEVERITY ANALYSIS FOR THE POSSIBLE
INTERACTIONS FROM STORAGE AGENT S TO PROCESSING AGENT P WHERE A
HIGHER SEVERITY MEASURE INDICATES A HIGHER THREAT
WITHIN THE SYSTEM
ID

Possible Interaction

Severity
0 ≤ σ (p i ) ≤ 1

p1
p2
p3
p4
p5
p6
p7
p8
p9

S→S C→S H→S P
S→S C→S H→E P
S→S C→S P
S→S C→E P
S→E H→S C→S P
S→E H→S C→E P
S→E H→S P
S→E H→E P
S→E P

0.33
0.00
0.00
0.00
0.33
0.67
0.50
0.00
0.00

B. Comparing the Severity of Possible Interactions
In order to create a classification that can be used to compare
the severity of the identified implicit interactions in a system,
we define a binary relation, denoted  and interpreted as “less
severe,” on the set of possible agent interactions, denoted P, as
shown in Definition 4.
Definition 4 (Less Severe Relation): Let P be a set of possible agent interactions for a given system and let p1 , p2 ∈ P. We
define a binary relation  on P as
p1  p2 ⇐⇒ σ(p1 ) ≤ σ(p2 )

and we say that p1 is less severe than p2 .
Quite simply, Definition 4 states that an interaction is less
severe than another if and only if it has a lesser or equal severity
measure. By definition, the relation  is a partial order because ≤ is a partial order. Further, we can conversely define
another partial order on the set of possible agent interactions P,
denoted  and interpreted as “more severe,” in the natural way.
In short, the severity relation provides information that can be of
great use to analysts in determining where to allocate resources
for mitigating the threat of implicit interactions.
C. Experimental Results
Using the extended prototype tool, we can compute the severity of each of the possible interactions derived from the specification of a given system according to Definition 3. The results
of the analysis from the Processing Agent P and the Control
Agent C from the illustrative manufacturing cell control system
described in Section IV-A are automatically generated by the
extended prototype tool and shown in Table VI. The results of
the full system analysis are given in the Appendix.
When comparing the severities of possible interactions, or
more specifically implicit interactions, with respect to the less
severe relation as defined in Definition 4, some interactions are
more severe than others because they contain a longer sequence
of agent interactions that are not expected or intended as part
of the system behavior. This means that these interactions use
more intermediate agent interactions that are not expected or
foreseen as part of the intended system behavior and therefore,
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present a greater risk because the system designers are generally
more unaware of such potential sequences of communication.
VII. DISCUSSION
Implicit interactions are a means for system agents to interact
in unintended, and often undesirable, ways. As the complexity
of system designs continues to increase, accidents resulting from
component interactions are becoming more common [3]. In the
past, the designs of systems were more manageable from an
intellectual perspective and, therefore, the possible interactions
among the system components could be thoroughly planned,
understood, anticipated, and guarded against [6]. It is often the
case that with cyberaccidents resulting from implicit interactions, the system design flaws that give rise to this unpredictable
(and potentially unsafe and insecure) behavior are not random
events. Rather, these flaws are often oversights by system designers arising from the inability to adequately characterize
the full range of system behaviors, and to analyze and assess
the quality of their designs. Implicit interactions may also be
the result of malicious actions to intentionally introduce software and/or hardware design flaws. For example, consider the
illustrative manufacturing cell control system described above.
It is quite easy to imagine a scenario that exploits an implicit
interaction to cause an undesirable system behavior. One specific case is to imagine an agent using an implicit interaction
to send the deactivation stimulus d, rather than the stimulus it
is expected to send, to force all of the agents along the path to
transition to their inactive behavior 0 (see Definition 1 and the
Appendix). In this way, the entire system, due to its connectedness, can be effectively shut down. From the perspective of
an observer, it may not be entirely comprehensible how or why
this was possible.
Furthermore, implicit interactions can lead to other challenges
in terms of the safety, security, and reliability of information collected by the system in which they exist. For instance, exploiting
an implicit interaction can provide a means for exfiltrating sensitive information to agents that are unauthorized to know or
posses that information, or they can provide a means for compromising the integrity or availability of critical information
required for the safe and reliable operation of the system.
The proposed approach for identifying and analyzing implicit interactions provides a step towards uncovering potential cybersecurity vulnerabilities resulting from the existence
of implicit interactions in distributed multiagent systems. It is
a rigorous and systematic approach using a modeling framework capable of identifying the implicit interactions that may
be present in a system with respect to a given specification. This
is in contrast to prior related work (see Section II). The use
of the C2 KA framework for specifying the communicating and
concurrent behavior of distributed multiagent systems makes it
straightforward to ascertain the potential communication paths
that exist in a given system. It also provides facilities to perceive the overall topology of a given system with respect to
its specification. Having an idea of the topology of the system
allows for the abstraction of components of the overall system behavior. This kind of abstraction can aid in separating

541

the communicating and concurrent behavior in a system and its
environment, thereby allowing an analyst to focus on particular aspects of the identified implicit interactions that may be
of interest. The proposed approach also provides a mechanism
for analyzing the severity of each of the identified interactions.
This enables system designers to perform a systematic analysis of their system designs to uncover potential vulnerabilities
early in the system development life-cycle. In turn, this gives
them insight and an enhanced understanding of the hidden complexity and coupling in the systems that they design and build.
Furthermore, the proposed approach provides a solid foundation upon which mitigation approaches can be developed, and
it can serve as the basis for developing guidelines for designing and implementing distributed systems that are resilient to
cyberthreats, and that can offer increased safety, security, and
reliability.
Another important issue is scalability, which presents
both challenges and opportunities. Direct applicability of the
approach we present here to a system with millions of agents
would be impractical. However, we have applied the proposed
approach to analyze a larger system—a batch chemical reactor,
adapted from [77], which includes 11 agents, 19 basic stimuli, and 43 basic behaviors—to find that 4815 of the 5969 total
possible communication paths are implicit interactions. The full
analysis for this system using the extended prototype tool can be
performed in approximately 7 min using a 2.7 GHz Intel Core i5
processor and 8 GB RAM. Still, larger systems can be successfully modeled by aggregating behaviors of a group of agents
into a single agent. This is reflected in the manufacturing cell
control system example presented above: the Handling Agent H
itself is composed of the many different agents (e.g., within
a robotic manufacturing system) necessary to intermediate between the Storage Agent S and the Processing Agent P, yet
for the purposes of analyzing interactions, it was appropriate
to treat the Handling Agent as a single entity. More generally,
many of the systems that can be analyzed using the proposed
approach can be decomposed and structured hierarchically to
reduce the number of distinct agents. Moreover, the proposed
algorithms and problem data sets for identifying the implicit
interactions, as mentioned in Section V-C2, can be parallelized
in a straightforward manner.
VIII. CONCLUSION AND FUTURE WORK
In this paper, we presented an approach for identifying implicit interactions in distributed multiagent systems. The approach is based on the specification of a system using C2 KA
and an analysis of the potential for communication among its
agents. It is an endeavor to address an important open question (e.g., [7], [9]) relating to the development of rigorous and
practical methods and techniques for assuring the safe, secure,
and reliable operation of distributed systems at early stages
in their development. Our experimental results, using an illustrative example of a manufacturing cell control system, have
verified the applicability of C2 KA by showing that a substantial
fraction of the possible interactions, represented as communication paths, can exist as implicit interactions that may be
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unintended or unforeseen by the system designer. We also presented a framework for analyzing the severity of identified implicit interactions in an effort to aid system designers in assessing their designs and to be used as a guide for developing
approaches for eliminating or mitigating the existence and threat
of implicit interactions in distributed systems. In addition, we
demonstrated the automation of the proposed approach for identifying and analyzing implicit interactions with the use of an
existing prototype tool that we extended to additionally support
the identification of implicit interactions in a given system and
to compute their severity. We acknowledge, however, that due to
the level of abstraction of the given system specification using
C2 KA, it is possible that the proposed approach identifies interactions which are considered to be implicit interactions, but that
are very unlikely to manifest in the real world. For this reason,
we identify the need for methods and techniques for analyzing the identified implicit interactions, such as measuring their
severity, but also more sophisticated approaches that delve into
the semantics of the identified implicit interactions to validate
their existence, and to more accurately assess the threat that they
pose to the overall safety, security, and reliability of the given
system.
In our future work, we aim to further develop the approach
and apply it to a range of case studies using larger and more complex models inspired by critical infrastructure systems. Subsequently, we intend to investigate solutions, like those proposed
in [78], for mitigating the existence of implicit interactions in
distributed systems. We also plan to enhance the prototype tool
with additional functionality to support the automated extraction of the set of intended system interactions Pintended from a
given design, as mentioned in Section V-A, and to support parallel processing techniques to help in feasibly analyzing larger
and more complex distributed systems.

3)

4)

5)

APPENDIX
ALGEBRAIC STRUCTURES
For ease of reference, we summarize the most relevant algebraic structures mentioned in this paper. 

1) A monoid is a mathematical structure S, ·, 1 , where S is
a nonempty set, · is an associative binary operation and 1
is the identity with respect to · (i.e., a · 1 = 1 · a = a for
all a ∈ S).
a) A monoid is called commutative if · is commutative
(i.e., a · b = b · a for all a, b ∈ S).
b) A monoid is called idempotent if · is idempotent
(i.e., a · a = a for all a ∈ S).


2) A semiring
is
a
mathematical
structure
S,
+,
·,
0,
1



,
where S, +, 0 is a commutative monoid and S, ·, 1
is a monoid such that · distributes over + (i.e., a · (b +
c) = a · b + a · c and (a + b) · c = a · c + b · c for all
a, b, c ∈ S).
a) The element 0 is called multiplicatively absorbing if
it annihilates S with respect to · (i.e., a · 0 = 0 · a =
0 for all a ∈ S).
b) A semiring is called idempotent if + is idempotent.

6)

7)

c) Every idempotent semiring has a natural partial order ≤ on S defined by a ≤ b ⇐⇒ a + b = b.
A
Kleene
algebra
is a mathematical
structure



K, +, ·, ∗ , 0, 1 , where K, +, ·, 0, 1 is an idempotent
semiring with a multiplicatively absorbing 0 and identity 1, and where the following axioms are satisfied for
all a, b, c ∈ K:
a) 1 + a · a∗ = a∗ ;
b) 1 + a∗ · a = a∗ ;
c) b + a · c ≤ c =⇒ a∗ · b ≤ c;
d) b + c · a ≤ c =⇒ b · a∗ ≤ c.
Let S = S, ⊕, , 0S , 1S be a semiring and K=
K, +, 0K be a commutative monoid. We call S K, + a
left S-semimodule if there exists a mapping ◦ : S × K →
K such that for all s, t ∈ S and a, b ∈ K:
a) s ◦ (a + b) = s ◦ a + s ◦ b;
b) (s ⊕ t) ◦ a = s ◦ a + t ◦ a;
c) (s
t) ◦ a = s ◦ (t ◦ a);

d) S K, ⊕ is unitary if also 1S ◦ a = a;


e) S K, ⊕ is zero-preserving if also 0S ◦ a = 0K .
An analogous
right
 K-semimodule corresponding is de
noted by SK , ⊕ . In this paper, we use λ : S × K → S
to denote the semimodule mapping for

 SK , ⊕ ∗. ;
A CKA is a mathematical structure K, +, ∗, , ,0, 1
such that K, +, ∗, ∗ , 0, 1 and K, +, ; , ; , 0, 1 are
Kleene algebras linked by the exchange axiom given by
(a ∗ b); (c ∗ d) ≤ (b; c) ∗ (a; d).
a) K represents a set of possible behaviors.
b) + is interpreted as a choice of two behaviors.
c) ; is interpreted as a sequential composition of two
behaviors.
d) ∗ is interpreted as a concurrent composition of two
behaviors.
e) ; is interpreted as a finite sequential iteration of a
behavior.
f) ∗ is interpreted as a finite concurrent iteration of a
behavior.
g) 0 represents the behavior of the inactive agent.
h) 1 represents the behavior of the idle agent.

def 
A stimulus structure S = S, ⊕, , d, n is an idempotent semiring with a multiplicatively absorbing d and
identity n.
a) S is the set of stimuli which may be introduced in a
system.
b) ⊕ is interpreted as a choice of two stimuli.
c)
is interpreted as a sequential composition of two
stimuli.
d) d represents the deactivation stimulus which influences all agents to become inactive.
e) n represents the neutral stimulus which has no influence on the behavior of all agents.
A dependence relation on a set K with
 an operator +
is a bilinear relation R ⊆ K × K (i.e., (a + b) R c ⇐⇒
(a R c ∨ b R c) and a R (b + c) ⇐⇒ (a R b ∨ a R c)
for all a, b, c ∈ S). If a R b, we say that b depends
on a.
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8) A partial order is a binary relation ≤ on a set S that is,
for all a, b, c ∈ S:
a) reflexive (i.e., a ≤ a);
b) antisymmetric (i.e., a ≤ b∧a = b =⇒ ¬(b ≤ a));
c) transitive (i.e., a ≤ b ∧ b ≤ c =⇒ a ≤ c).
DETAILED PROOFS
Detailed Proof of Proposition 1
p is not an implicit interaction ⇐⇒ σ(p) = 0
⇐⇒

 Recasting of Definition 2 using lcs(p, q)

and

Definition 3
¬ ∀(q | q ∈ Pintended : lcs(p, q) = p ) ⇐⇒


|lcs(p, q)|
1 − max
=0
q ∈Pintended
|p|
⇐⇒

 Generalized De Morgan

and

Arithmetic 

∃(q | q ∈ Pintended : lcs(p, q) = p ) ⇐⇒


|lcs(p, q)|
max
=1
q ∈Pintended
|p|


|lcs(p, q)|
⇐⇒  max
= 1 ⇐⇒
q ∈Pintended
|p|
∃(q | q ∈ Pintended : |lcs(p, q)| = |p| 
∃(q | q ∈ Pintended : |lcs(p, q)| = |p| ) ⇐⇒
∃(q | q ∈ Pintended : lcs(p, q) = p)
⇐=

 lcs(p, q) = p =⇒ |lcs(p, q)| = |p| 

∃(q | q ∈ Pintended : lcs(p, q) = p ) ⇐⇒
∃(q | q ∈ Pintended : lcs(p, q) = p)
⇐⇒

 Reflexivity of ⇐⇒ 

true

Detailed Proof of Corollary 1
p is an implicit interaction ⇐⇒ σ(p) > 0
⇐⇒

 Double Negation 


¬¬ p is an implicit interaction ⇐⇒ σ(p) > 0

⇐⇒

 Distributivity of ¬ over ⇐⇒


¬ p is not an implicit interaction ⇐⇒ σ(p) > 0

⇐⇒

 Proposition 1 


¬ false

⇐⇒
true

 Negation of false 

543

OUTPUT OF THE PROTOTYPE TOOL
This section contains the complete output of the extended
prototype tool for the identification and analysis of implicit
interactions in the manufacturing cell control system described
and specified in Section IV.
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